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Abstract
Seam carving (also known by its more popular name ‘content-aware image
resizing’) as presented in [2] is a quite elegant way to alter the dimensions
of images without mutilating its content. The original approach to seam
carving left room for improvement. One way to improve it is by performing
socalled region-based seam carving as introduced by us in [1]. Since this left
room for improvement as well, we decided to look for a way to further reduce
artefacts. We show a 2-dimensional region-based seam carving method that is
computationally cheaper and generates less artefacts. We apply this method
to several example images and present the results including comparisons to
the ‘old-school’ region-based seam carving method.
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Introduction

This document is the result of research conducted at the Eindhoven University of
Technology. The basis for this research was the seam carving application developed
by ourselves. Its purpose was to investigate enhancements we proposed to improve
the original seam carving algorithm [2], as described in [1].
The main focus of this research was further improving the work that had already
been done. One interesting feature that we came up with was region-bound seam
carving. Altough the original seam carving algorithm seems to perform quite well
in a lot of cases, region-bound seam carving was often able to improve the result in
cases where the original seam carving algorithm messed up. Nonetheless, the results
could still be unsatisfactory in some cases as it might prevent the introduction
of artefacts by the original algorithm while introducing its own artefacts. For that
reason, we decided to further investigate how to improve region-bound seam carving
to mitigate this side-effect.
This report elaborates on the attempts that we made to improve region-bound
seam carving, and will present a surprisingly easy and cheap way to do so. Along
with the description of the attempts, results are also presented.
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Region-bound seam carving

In [1], we presented a way to split up an image in different regions, both in horizontal
and in vertical direction. A region is a section of an image that enforces the following
property of region-based seams.
Property 1. Let pi and pj be pixels on a horizontal or a vertical region-based seam
in the ith and j th column or row. Let R(p) define a mapping from pixels to regions
(further defined in Definition 1). Then, for all pi and pj , R(pi ) = R(pj ).
As such, Property 1 enforces a seam to not wander off ‘too high’ or ‘too low’
in case of a horizontal region-based seam, and not ‘too far left’ or ‘too far right’ in
case of a vertical region-based seam. Figure 1 depicts an image and representations
of its horizontal and vertical regions.

(a) Original image of a lake

(b) Horizontal regions

(c) Vertical regions

Figure 1: Example of regions
Regions are calculated in terms of an energy function elocal , defined as follows
for a pixel p:
pred + pgreen + pblue
.
(1)
3
The main advantage of using this energy function over the original energy function in [2] is that calculating the energy map of an image using elocal can be done
in linear time. Obviously, even though elocal is used to calculate the regions, these
regions can still be used while seam carving using any other energy function, such
as e1 as presented in [2].
The region that a specific pixel belongs is calculated as described in Definition
1 using aforementioned elocal . This definition also adds the notion of region classes.
The set of region classes is the set containing all possible outcomes of R. If we have
r = 10, then the set of possible outcomes would be {0.0, 0.1, 0.2, . . . , 0.8, 0.9, 1.0}.
It’s worth noting that value 1.0 belongs to this set although in reality it will only
show up in very little and very specific scenarios.
elocal (p) =

Definition 1. Let px,y be the pixel of an image at coordinates (x, y). Let n be the
width in pixels and m be the height in pixels of that same image. Let r be the number
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of region classes. Then, the horizontal region of px,y can be calculated using Rx :
1 rX
Rx (px,y ) = b
elocal (pi,y )c
r n i=0
n−1

.

(2)

Ry can be defined similarly, and can be used to compute the vertical region class
of a pixel:
m−1
1 r X
Ry (px,y ) = b
elocal (px,i )c
.
(3)
r m i=0
For the remaining part of this document, we let r = 10 unless specified otherwise.

2.1

Results of region-bound seam carving

Region-bound seam carving proved to be quite helpful in cases where the original
seam carving algorithm would introduce artefacts, especially when the cheap energy
function elocal was used for seam carving as depicted in Figure 2.

(a) Original image

(b) Regular seam carving (c) Region-based seam carving

Figure 2: Improvements of region-based seam carving
It’s obvious that the part of the image with the bird is messed up in Figure 2b
while it is not in Figure 2c.
While this approach to region-based seam carving seams to be performing better
in quite some cases, we can still end up with other strange artefacts, as can be seen
in Figure 3.
These images have parts which have an unnatural transition in between them,
especially when they are along a long straight line such as in Figure 3b.
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Improving region-bound seam carving

The main problem with the original region-bound seam carving algorithm is that
pixels that have a lot of energy can still be in the same region while pixels that
have similar energy can be in different regions. This would sometimes yield strange
transitions in images, such as depicted in Figure 3. Such artefacts can be quite
annoying. Therefore, I decided to try to improve this region-based seam carving.
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(a) Regular seam carving with e1

(b) Region-based seam carving with elocal

Figure 3: Artefacts introduced by region-based seam carving

3.1

Allowing regions to not only follow straight lines

With the original region-based seam carving method, regions are always 1-dimensional.
Horizontal regions are calculated for rows of pixels, and vertical regions are calculated for columns of pixels, as depicted in Figure 1. Apparently, since quite some
artefacts seemed to be similar to the ones in Figure 3b, this 1-dimensional approach
introduces annoying artefacts. Therefore, I tried to allow regions to not follow
straight lines in certain cases.
3.1.1

The simple approach

One simply way to achieve this is the following: if the energy of a pixel is too far
off from its region class (which in fact is a floored energy value), either increase or
decrease its region class. For example, if we have a row of 10 pixels for which elocal
yields the value 0.2 for 9 pixels out of those 10 pixels, and the value 0.6 for the
remaining pixel, the following problem arises. The function R would yield a region
class of 0.2 for all 10 pixels, which is 0.4 off for the single pixel that has an energy
of 0.6. This can become more clear when looking at Table 1.
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elocal (p) − R(p)
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.0
0.4

elocal (p) R(p)
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.2
0.6
0.2

Table 1: Problem caused by 1-dimensional regions
If elocal (p)−R(p) ≥ 0.05, we can decide to promote p to a higher region class, e.g.
from class 0.2 to class 0.3. The regions produced by such an approach can be seen
in Figure 4. This appears to be more flexible when compared to Figure 1b. Seams
would still only go through pixels that are in the same region as long as possible.
If there was no possible next pixel to choose, the seam would simply continue on
the pixel in the same row in case of horizontal seams and on the pixel in the same
column in case of vertical seams.

Figure 4: Regions are allowed to be 2-dimensional
Although results were not satisfactory, there were some improvements over the
1-dimensional approach. Figure 5 depicts a case (again using the lake image as in
Figure 1a) in which the result of the 2-dimensional approach is different although
not really better or worse. Figure 6 depicts a case in which some improvement
actually can be seen in the upper right and left corners, albeit marginal.
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(a) 1-dimensional regions with elocal

(b) 2-dimensional regions with elocal

Figure 5: 2-dimensional regions: sometimes not really better or worse
3.1.2

The slightly more difficult approach

Based on the results of the approach in Section 3.1.1, we can come up with a
slightly more involving approach in the following way: we don’t just promote pixels
to a neighboring region class, but also allow pixels to be promoted to region classes
further away by case distinction. For example, if a pixel p is in region class 0.2 while
elocal yields 0.5 for p, we promote p to the region class 0.5. This yields quite messy
regions as depicted in Figure 7. On top of that, the result isn’t really any better or
worse than with the approach in Section 3.1.1, as can be seen in Figure 8.

3.2

The easiest and most efficient approach

Since the approach in Section 3.1.2 didn’t add anything to the result, I decided to try
something else. Since the original region-based seam carving approach acknowledges
two different cases (the horizontal and vertical cases) regions need to be calculated
for both of those cases. If we want to abstract from this distinction, we need to find
a way to calculate regions that can be used in both cases so we do not have the
added penalty of traversing the energy map twice.
The most simple way to do that is by using a function R0 to calculate region
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(a) 1-dimensional regions with elocal

(b) 2-dimensional regions with elocal

Figure 6: 2-dimensional regions: sometimes slightly better
classes.
Definition 2. Let px,y be the pixel of an image at coordinates (x, y). Let r be the
number of region classes. Then, the region class of px,y can be calculated using R0 :
1
R0 (px,y ) = br · elocal (px,y )c
r

.

(4)

Essentially, R0 just rounds the energy of a pixel off to region classes defined by the
value of r. If we have r = 10, R0 (p) will be in the set {0.0, 0.1, 0.2, . . . , 0.8, 0.9, 1.0},
but for none of the surrounding pixels p0 , R0 (p) = R0 (p0 ) needs to hold. This means
that neighboring pixels never need to be in the same region class. This yields
regions such as the ones in Figure 9. Using the original approach we always had
to recalculate the regions for the direction in which we did not remove a seam, in
addition to the affected region in the direction in which we did remove a seam.
However, using this simpler approach, we always just have to calculate the regions
for the image once after removing a seam and requires less effort to program.
Surprisingly enough, this simpler approach yields better results than all other
approaches including the original approach. In general, it introduces a subset of the
union of sets of artefacts introduced by the original seam-carving algorithm and the
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Figure 7: Messy regions

Figure 8: The result isn’t really different from Figure 6b
original region-based approach presented in [1]. Appendix A will give an overview
of results achieved with the new approach.
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Figure 9: 2-dimensional regions for both horizontal and vertical directions
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Conclusion

As described in [1], region-based seam carving may improve results using e1 and even
more when using elocal . However, the original 1-dimensional approach can yield
annoying artefacts. Therefore, allowing regions to be 2-dimensional has proven
to be a well-chosen extension on top of the original approach. It introduces less
(annoying) artefacts (see Appendix A), requires the same level of interaction, is
easier to implement and is computationally cheaper. The reduced computation
cost is caused by the fact that the new approach needs only one iteration over the
energy map after each seam removal whereas the old approach needed two iterations
(of which one could be somewhat optimized, while still adding to the complexity).
This ensures that it is generally the best way to perform seam carving using our
application.
Additional work that can be done to further improve the application is:
• Turning the application in to a multi-threaded application. Right now, everything is done in a single thread without any feedback to the user which can
seriously bug off the user if he has to wait for a long time without knowing
what the application is doing.
• Further testing the results of playing around with r, which was made variable
in this version of the application.
• Further testing alternation of region seams and non-region seams, that was
added in this version of the application.
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A

Examples

This section contains examples of results achieved with the new approach, each in
sets of 7 images:
(a) the original image;
(b) the result of the new approach, using e1 ;
(c) the result of the old approach from [1], using e1 ;
(d) the result of the new approach, using elocal ;
(e) the result of the old approach from [1], using elocal ;
(f) the result of the original seam carving approach, using e1 ;
(g) the result of the original seam carving approach, using elocal ;
All images were reduced in size with 100 pixels. The first two were reduced
in horizontal direction and the remaining three were reduced in vertical direction.
(The apparent preference for ornithological examples is completely coincidental!)
For each example, we focus on the differences between the (b) and (c) images, and
the (d) and (e) images. Key differences are highlighted by red ellipses. Images (a),
(f) and (g) are merely added for reference.
A pretty bird Figure 10 shows seam carved images of a bird. When comparing
(b) and (c), we can see that the white piece of wood looks more unnatural in image
(c). Actually, the piece of wood is negatively affected in both (b) and (c), but less
in (b). The new approach wins.
When comparing (d) and (e), we can see a common artefact of the old approach:
straight lines. In the left ellipse, the metal stake is interrupted by a straight vertical line. The right ellipse highlights a straight diagonal line running through the
background. The (d) image has some other small artefacts, so we call it a tie in this
elocal case.
A pretty lady Figure 11 shows seam carved images of a lady. The face in image
(b) looks much more natural than the face in image (c) which is deformed. On the
other hand, the lady’s hair looks more deformed in image (b) than in image (c).
However, since her face should be more important, the new approach wins.
The same holds for images (d) and (e), so the new approach wins again.
A pretty beach Figure 12 shows seam carved images of a beach. This example
shows that in quite some cases, no significant difference can be detected. Obviously,
there are some differences but these don’t mess up any of the seam carved images.
So, it’s a tie.
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Pretty seagulls Figure 13 shows seam carved images of a flock of seagulls. Since
there is no apparent difference between images (b) and (c), we declare this a tie.
However, when comparing images (d) and (e), we can see annoying straight
horizontal lines messing up image (e) which are absent in (d). So, the new approach
wins.
Pretty snow Figure 14 shows seam carved images of a cabin immersed in snow.
When comparing (b) and (c), we can see that the roof is more messed up in (c)
than it is in (b). Moreover, the left side of the roof looks jagged in (c) while it looks
straight (as it should be) in (b). The new approach wins.
If we compare (d) and (e), we can once again see the annoying straight lines in
image (e), which run through 23 rd of the image. There seem to be some straight
lines in (d) as well, but they are less visible. If we look at the sky in both images,
(d) shows a sharp circular edge around the sun, while (e) shows a straight edge at
the top of the picture. So, the new approach wins, albeit by a small margin.
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(a) Original

(b) New (e1 )

(c) Old (e1 )

(d) New (elocal )

(e) Old (elocal )

(f) Original (e1 )

(g) Original (elocal )

Figure 10: A pretty bird
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(a) Original

(b) New (e1 )

(c) Old (e1 )

(d) New (elocal )

(e) Old (elocal )

(f) Original (e1 )

(g) Original (elocal )

Figure 11: A pretty lady
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(a) Original

(b) New (e1 )

(c) Old (e1 )

(d) New (elocal )

(e) Old (elocal )

(f) Original (e1 )

(g) Original (elocal )

Figure 12: A pretty beach
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(a) Original

(b) New (e1 )

(c) Old (e1 )

(d) New (elocal )

(e) Old (elocal )

(f) Original (e1 )

(g) Original (elocal )

Figure 13: Pretty seagulls
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(a) Original

(b) New (e1 )

(c) Old (e1 )

(d) New (elocal )

(e) Old (elocal )

(f) Original (e1 )

(g) Original (elocal )

Figure 14: Pretty snow
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